
 

Abstract 

The Supervised Autonomous Fires Technology, 

SAF-T, program is creating a set of detection, 

tracking, and fire control algorithms to enable 

supervised autonomous engagement of targets with 

a machine-gun mounted on a remote weapon 

station, tied with the development of an automated 

decision system to manage engagements.  An 

architecture for the SAF-T Supervised 

Autonomous Logic Engagement Engine, SALEE, 

has been proposed that processes target 

discrimination information, classifies potential 

targets, and prioritize targets for engagement 

decision with operator oversight (supervised-

autonomous operation).  Subsystems are divided by 

functionality such that each area can use a different 

methodology to optimize performance of both the 

task and overall system.  The three different 

decision networks are Attribute Classifier, Target 

Discriminator, and Prioritizer that will use 

Convolutional Neural Networks, Bayesian 

Networks, and decision trees, respectively, to 

accomplish target attribute detection, potential 

target classification and prioritization of targets.  

An initial prototype was built and indicated that the 

architecture is feasible and capable of producing a 

robust system. 

1 Introduction 

The Supervised Autonomous Fires Technology, SAF-T, 

program is creating a set of detection, tracking, and fire 

control algorithms to enable supervised autonomous 

engagement of targets with a machine-gun mounted on a 

remote weapon station, tied with the development of an 

automated decision system to manage engagements.  The 

system will autonomously identify, track, and compute 

firing solutions for targets within the effective range of the 

weapon system using on-board cameras, communicate with 

the operator for fire authorization, and then automate the 

engagement of authorized targets.  This novel capability will 

overcome existing limitations with current Remote Weapon 

Stations (RWS) and will effectively weaponize Unmanned 

Ground Vehicles and Unmanned Surface Vessels. 

Such a system will be required to operate in a 

supervised autonomous manor to reduce the data streaming 

requirements and comply with military standards.  Currently 

this system operates in a semi-autonomous manor where a 

user specifies each command [DoD 3000.09, 2012].  A 

system operating under supervised autonomy would also 

have a user watching the actions the robot takes but would 

only intervene if an incorrect action was going to be taken.  

One required system to move to supervised autonomy is one 

that can decide an engagement order.  This system would 

first determine if a target should be engaged and then 

evaluate the threat presented by that target. Additionally the 

system will be able to accept user input for the engagement 

order or target classification level. 

A system that would fill this role would take output 

from SAF-T’s detection and tracking subsystem of a video 

stream paired with Regions of Interest (ROI’s) of detected 

people or vehicles.  This system is then required to decide if 

these targets are hostile in a transparent and accurate manor.  

A high importance is placed on the traceability of how and 

why a decision is made as it will aid in user trust of the 

system and compliance with military rules of engagement 

specific to the mission of the autonomous vehicle.   

In this paper we describe a prototype for an automated 

decision system architecture that will select target 

engagement order as a part of the Supervised Autonomous 

Logic Engagement Engine, SALEE, subsystem of SAF-T.  

The primary functions of this subsystem are to identify 

discriminating attributes of targets, distinguish between 

valid and invalid targets to engage, and to derive the 

targeting engagement order.  However SALEE will contain 

additional components such as a battle damage assessment 

agent and other deterministic functions.  This requires 

identifying information about the targets from video and 

external information that the subsystem can map to scenario 

based rules of engagement and decide if whether the target 

should be prioritized for engagement.  Then this system 

must decide which targets present the greatest threat to the 

SAF-T system and the order they should be engaged.   
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We propose to divide these tasks into three different 

networks: Attribute Classifier, Target Discriminator, and 

Prioritizer. Dividing tasks into these sub groups allows for 

each area to use a different architecture and optimize 

performance of the overall system.  The Attribute Classifier 

will be comprised of multiple Convolutional Neural 

Networks (CNNs), each trained to identify a type of 

attribute.  The Target Discriminator will use these attributes 

and a Bayesian Network structure to calculate the 

probability each target is of a given class, namely Friendly, 

Hostile, or Neutral.  Lastly the Prioritizer will use 

information from the Attribute Classifier and Target 

Discriminator to determine a threat level based on the rules 

of engagement, and output the engagement order by 

utilizing a decision tree architecture.  It is important to 

understand that operational military units already have 

detailed doctrine and procedure specifying rules of 

engagement, engagement priority, and the methods to be 

used for threat determination.  The architecture presented in 

this work will provide a system capable of implementation 

and extension of existing combat doctrine as applied to an 

automated engagement system. 

The structure of this paper is as follows.  Section 2 

discusses relevant prior knowledge and related work.  A 

description of the overall architecture is found in section 3.  

In section 4 is a description of a prototype system and 

testing results.  Section 5 contains concluding remarks.     

2    Background and Related Work  

Many methods exist used to automate decisions-making in 

fields such as autonomous driving, gas turbine failure, and 

in early aircraft warning systems [Schubert, 2012; Breese et 

al., 1992; Huang, 1990].  Often machine learning techniques 

are used both to perceive environmental conditions and to 

formulate a decision under those circumstances.  With 

recent developments in the field of Deep Learning, the 

ability of an algorithm to perceive a great number of objects 

from imagery has increased dramatically, paving the way 

for inference from these objects [Krizhevsky et al., 2012].    

Recent advances in deep learning have enabled 

Convolutional Neural Networks (CNNs) to classify objects 

from a large number of possible classes.  During the 

ImageNet classification challenge a Deep Learning CNN 

was used to classify images into over 1000 different classes 

with a single-object localization error of 34.19%.  

[Krizhevsky et al., 2012; Russakovsky et al., 2015].  CNNs 

have since expanded the type of data derived from images 

and videos to action recognition by changing fundamental 

aspects of the network for each task [Bilen et al., 2016]. 

While CNN’s are able to perceive the environment, 

additional systems are needed to develop an understanding 

of what is perceived.  Previously Schubert [2012] used a 

Bayesian network to relate observations from perception 

modules for autonomous driving.  This network would 

identify lane markings, vehicles, and observe the state of the 

lane, and use these observations to calculate the uncertainty 

in the system.  This uncertainty is used to influence a 

decision node that choses an action for the vehicle.   

Decision trees have also been used to categorize data 

and autonomously make decisions.   In Huang [1990] an 

automated advanced airborne early warning system was 

built and tested that utilized a series of if-then statements 

and the rules of engagement to automatically alert pilots to 

the presence of approaching aircraft.  These aircraft were 

given a threat assessment level and suggestions for tactical 

planning.  This system used attributes of the aircraft 

including position, dynamic behavior, actions, and 

identification to make this decision [Huang, 1990].  In this 

instance the tree was engineered to make decisions based on 

the criteria selected by the developers.  Algorithms have 

been created that induct decision trees from learning data.  

Such trees have been effectively used for many tasks, such 

as data mining and medical diagnosis [Quinlan, 1986; 

Hussain et al., 2013; Twa et al., 2005].     

This paper discusses a prototype for the SALEE Target 

Selection subsystem and its test results within the Virtual 

Prototyping Environment for Robotics (ViPER) simulation.  

ViPER was initially designed to test a semi-autonomous 

RWS mounted on a vehicle [Pursel et al,. 2015].  This 

program has continued to be used to test and prototype 

algorithms for robotics.  ViPER simulates the sensor inputs, 

allows algorithms to perform functionality, and then 

generates the expected outcome of the algorithms’ 

performance and interaction within the virtual environment.  

3    System Description 

SAF-T must make decisions in regards to potential targets 

in three parts.  First the system must recognize or identify 

features of a ROI that could be used to identify a target 

classification or threat level.  Then a decision can be made 

whether to categorize the ROI as a target or non-target. 

Lastly, SAF-T must prioritize the order of targets to engage. 

Each of these decisions creates a unique set of challenges in 

regards to automated decision making.  Additionally, 

 

Figure 1 Overview of proposed architecture for Target Selection 

subsystem System. 



 

military applications of SAF-T will require the system to 

operate in complex and dynamic environments for which 

sufficient a priori training data is not expected to be 

available.   Given this, the SALEE Target Selection 

subsystem must operate with a high degree of robustness, 

regardless of the threat environment or scene complexity.  

That is to say, if a classification cannot be performed with 

confidence, then a prioritization decision can be made to 

still inform the weapon system operator.  The proposed 

architecture for the SALEE system takes each of these 

requirements into account and can be seen in Figure 1. By 

separating each decision into a separate module, this will 

allow for separate testing, evaluation, experimentation, and 

optimization of each task within the SALEE system, and 

decrease reliance of one sub-system on the others.   

The first stage of the SALEE system will pull attributes 

out of images and video collected from both thermal and 

visible spectrum cameras.  CNN’s are able to solve many 

perception specific problems including object detection and 

localization, however, even with a large amount of labeled 

data to train these networks, they have error rates too high to 

be effective evaluating video feeds on a frame by frame 

basis and each type of attribute requires a different network 

to detect that attribute.  That is to say, it is a different 

fundamental network structure that detects objects or 

multiple objects than one that detects actions [Krizhevsky et 

al., 2012; Bilen et al., 2016].   To overcome this limitation, 

we propose the use of multiple networks operating in 

parallel to detect a set of attributes and aggregation of those 

attributes.  We define these attributes to be a set of detected 

object, actions, or other information present in the scene.  

Each network would be optimized to find a single type of 

attribute, and the aggregation of these results form a feature 

set that will be used to classify the target.  

Aggregation of attribute detections over time will allow 

for filtering of false positives and fusion of frame by frame 

detected attributes and temporally based features.  Specific 

methods to accomplish this will be the subject of future 

research.  

The categorization section of the SALEE system 

utilizes features for each target to determine a target or non-

target classification on the ROI. In this section we must 

assume there is a set of possible attributes that when known 

distinguishes viable targets from non-viable targets.  

However it is likely that this system will not know all 

parameters or features with certainty for each ROI.  

Additionally, different tactical situations may have different 

distinguishing features for these categories. As a result, this 

categorization segment needs to be adaptable and able to 

calculate the probability that categorization is correct, in 

order to assist in downstream decisions.  A Bayesian 

network best fits these criteria as it relates observations 

events based on probability, and can do so without the 

knowledge of all possible observations [Breese et al., 1992].  

The probability each ROI is a viable target or non-target is 

assessed, and a classification is then assigned based on this 

probability.  Additionally this subsystem will use the 

probability to determine if more information or if human 

confirmation is necessary to preform classification before 

the target is considered for prioritization.   

 The category estimate and threat level estimate of each 

target is then used to prioritize which targets to engage, and 

in what order.  A decision tree will be used to rank targets 

similarly to Huang’s early warning system for aircrafts 

(Huang 1990).  Each branch of the tree will use a different 

criterion to discriminate which target has the highest 

engagement priority.   A priority level for each target will be 

created, in order of importance, threat level, proximity, and 

most efficient weapon traversal path.  Threat level is 

determined based on the rules of engagement, including 

aggressive actions, such as, discharging a weapon. This 

information is processed into a numerical value referred to 

as the priority level.  Currently the priority level can be 1 – 

4 (most dangerous, dangerous, least dangerous, not 

dangerous), with 1 being the highest priority level and 

indicating the target is ‘most dangerous’, such as having 

weapon and having discharged it in the direction of the 

system [Technical Manuel 08594A-10/2].  The target with 

the highest priority level will be engaged first, followed by 

the target with the next highest priority level.  If there are 

multiple targets with the same priority level then the system 

calculates the most efficient path between targets.  A list of 

targets and the order in which to engage is sent to the 

engagement manager.  This node will also compare the 

engagement priority order to the given rules of engagement 

for the scenario. 

 The ordered list of targets to be engaged, classification, 

and detected attributes will be presented to the user.  As 

situations change the list will be updated.  Even if a target is 

determined to not be one to engage the information will be 

presented to the user and updated accordingly.  A user can 

manually change the engagement order or target 

classification.  The system will incorporate and update the 

engagement order accordingly. It is in this supervision of 

classification and engagement order where displaying the 

attributes used to make classification and engagement 

decision is critical for user trust in the system.  The user 

must be able to match the attributes to those in the rules of 

engagement for the mission to evaluate the system’s 

decision. 

This proposed system is expected to meet the outlined 

requirements by being modular, robust, and adaptable 

between engagement scenarios.  Each module is built to 

perform its function with or without the other two modules.  

In the event that a certain function cannot be performed, a 

request for the human operator will be sent to a graphical 

interface external to SALEE.  This ensures that SAF-T can 

function in situations unaccounted for during software 

training.  Additionally, each module can be expanded or 

exchanged as necessary between engagement scenarios to 

follow differing rules of engagement or to increase 

sensitivity in alignment with environmental conditions. 



 

4    Prototype and Test Results 

4.1    Prototype Materials and Methods 

A prototype of the Target Selection subsystem was created 

using ROS and tested using the Virtual Prototyping 

Environment (ViPER) [Quigley et al., 2009; Pursal et al., 

2015].  A ‘live’ dataset has yet to be created that contains 

labels for people, attributes, and hostile classification as 

needed for the previously described system so for this 

prototype synthetic data was used to test. The prototype is 

structured in such a way as to model the flow of information 

as the proposed Target Selection subsystem.  Evaluation 

was performed using a ViPER simulation and showed the 

feasibility of the Target Selection subsystem prototype.  

 This prototype simulates the Target Selection 

subsystem architecture and functionality in ROS by creating 

ROS nodes that represent and model the different functions 

of the Target Selection subsystem.  In Figure 2 the flow of 

information and functionality of each ROS node is 

described.  The system starts with a list of current targets 

detected and position information given by the simulator 

being provided to Target List Node from ViPER.  The 

Decision Node passes new targets on to the Attribute 

Aggregation Node.  For the purpose of data generation each 

target is randomly assigned a correct category of Hostile, 

Friendly, or Neutral by the simulator.  Friendly and Neutral 

categories are considered non-viable targets for engagement 

with Hostile being considered a viable target for 

engagement.   

Attributes are detected by the simulation for each target 

after requested by the Attribute Aggregator.  This 

Aggregator sends a percent number of times an attribute is 

detected to the Category Node.  The Category Node uses the 

given attributes to determine the calculated category of 

either Friendly, Hostile, or Neutral and sends this back to 

the Attribute Aggregator.  Then the Attribute Aggregator 

sends the category and certain attributes to the Prioritization 

Node.  The algorithm within the Prioritization node looks at 

all available targets and orders them from the highest 

priority target to the lowest, and sends this to the Decision 

Node.  The Decision Node keeps an updated list of the most 

recent priority.  When Target list requests a new 

engagement, the Decision Node sends the next target in the 

priority order to Target List.  Target List will request user 

confirmation before sending the targeting information 

associated with that target to ViPER for engagement.

 

 

Figure 2 Architecture of the SAF-T System Emulator with ViPER Integration.  Blue squares represent the Target Selection subsystem 

prototype nodes.  The orange ovals indicate a function performed by ViPER.  



 

The Target Discriminator subsystem in Target Selection 

subsystem will use a Bayesian Network to determine the 

class of a target.  In this prototype the Category Node 

models this as a Bayesian Network handcrafted network 

with the generated data for calculating conditional 

probabilities of categories and attributes.   

This network is shown in Figure 3, and uses the naïve 

Bayes assumption.   A target is assigned the category with 

the highest probability of being true.  Once this is calculated 

the Category Node returns the predicted category to the 

Attribute Aggregation Node.   

The last phase of the Target Selection is to prioritize 

the engagement of targets.  In this prototype the Prioritize 

Node models this functionality.  The Attribute Aggregation 

Node sends the generated class, gun and shot attributes, and 

location data to the Prioritize Node. As shown in Figure 3 

the Prioritize Node uses a hierarchal tree to rank targets 

based on threat level, proximity, and the most efficient 

weapon system traversal path.  

4.2    Simulation Results 

The prototyped Decision System was integrated with a 

ViPER simulation for testing and evaluation. In this 

simulation ViPER provided the true category, attribute 

detections for each target, and target position.  The truth 

data was used to compare the calculated category and 

engagement order.  In this scenario each target was 

presented to the user for action verification to evaluate 

Prioritizer.  The prioritization was evaluated by calculating 

the average time from the beginning of the scenario to 

engage a target based on true rank.  If the prioritization 

component is working a target with a lower rank should be 

 

Figure 3 Diagrams of Decision System Prototype subsystems.  On the left is the Bayesian Network for the Category Node.  Each arrow 

represents a conditional probability given the category of a feature being present.  With a list of features the Category Node can calculate 

the highest probability category for that target.  On the right is the decision tree formatted ranking system the Prioritizer uses to decide the 

order of engagement. 

 

Figure 4 Average time to engage targets at different priority 

levels. This was measured from when the target appeared in the 

simulation to when it was engaged.  In this scenario there were 

four designated priority levels.  Highest priority, Rank 1, was 

given to targets with detected shot detection and gun attributes.  

Rank 2 contains targets that have an associated shot detection but 

no detected gun.  This is intended to catch a case where the gun is 

not visible in the image analyzed.  Rank 3 designation is given to 

target with a gun and have no shot detections for the duration of 

the simulation.  Lastly Rank 4 targets have no detected gun or shot 

detection attributes. 

0

2

4

6

8

10

12

14

16

18

Rank 1 Rank 2 Rank 3 Rank 4

T
im

e 
(s

) 

Priority Level 

Average Time to Engage a Target  



 

engaged first compared to those that have a lower rank.  

Figure 4 displays the average time to engage a target in a 

given priority rank.  This data shows that the prioritization 

in this prototype successfully reduced the average time of 

higher priority targets, compared to lower priority targets. 

Integrating this prototype into the ViPER simulation the 

proposed system architecture proved to be able to function 

even when one part of the architecture failed.  Initially, most 

targets were categorized as a “Friendly”.  As a result the 

Prioritizer needed to ignore the categorization of the target 

when creating an engagement order.  In the simulation 

Friendly units did not fire guns, and as a result the 

Prioritizer would place them lower on the engagement scale, 

so that all Hostiles were engaged before a user had to 

evaluate whether the Friendly target should be engaged. 

After tuning the categorization node, Hostiles were 

identified correctly 55% of the time and Friendly’s 45% of 

the time.   

5    Conclusions  

In this paper, an architecture for SALEE’s Target Selection 

subsystem was proposed.  This system will separate the 

three functional areas of the Target Selection subsystem, 

feature detection, target discrimination, and target 

prioritization.  This will allow for individual optimization 

and modularity of each subsystem.  A prototype of this 

proposed system was built and integrated with a ViPER 

simulation. There was a moderate success in classification 

that caused nearly all targets to be presented to the user first.  

However, by splitting the categorization and prioritization 

processes deficiencies in the categorization process do not 

have as great an impact in the prioritization of targets, which 

allowed for the system to still prioritize targets.  This 

indicated that the proposed architecture is a feasible way to 

implement the desired system functionality, and is capable 

of adaptation.  Additionally, the low true positive rates were 

a result of the large amount of overlap between which 

attributes can be found in different categories.  This can be 

seen in Figure 3.  This indicates a need for further 

investigation into attributes that could differentiate between 

the different categories.   In the future, a new prototype will 

be built to investigate the performance of Deep Learning 

Convolution Neural Networks, Bayesian Networks, and 

decision tree algorithms preforming feature detection, target 

categorization, and prioritization tasks respectively.   
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